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Gradient descent and curvature

Xer1 = Xk — i f (%),

The derivative gives a direction. The second derivative
describes how quickly the derivative changes.

Newton's method uses this curvature to choose the step.

We use exact derivatives in this lecture.
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Taylor's theorem: second order

Near a reference point x(, the second-order
approximation is

1
f(xo+h) = f(x0) + f'(x0)h + 5 f" (x0)h*.
Equivalently, with i = x — xo,

Flx) & f(x0) + f(x0) (x = %0) + 3 £ (x0) (x — 302
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Minimizing the approximation
At xi, suppose f”(x;) > 0. We choose h to minimize
/ 1 2
flx) + fr o)+ 5 f7 ().

Its derivative with respect to & is zero when

/ I . _ f/(xk)
f (xk) _I_f (xk)h =0, h = f,l(xk) y
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Newton's update

For f"(x;) > 0, the minimizing displacement satisfies

O R

The approximation is for f(x; + k), so we choose
Xkr1 = Xk + hk-

f(xx)
f(xx)

X1 = Xk + e = xg
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One step for a quadratic

3 3(x; — 2
FO) =2 -22 41, m=x- o2,
10
S 8 | -
= —— Function @ Starting point
g
S 4
=
2 B Newton point
0
0 1 2 3 4

X

The second-order approximation equals the function
everywhere.
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A nonlinear example

f(x) =x—logx —1, x > 0.

The curvature changes with x.
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Newton iterations in the example

1—1/xk
1/x2

2
Xk4+1 = Xk — 2xk — Xp-

Starting at xo = 1/2 gives

k10 1 2 3 4

15 255 65535
16 256 65536

No[—
H= Q9

Xk

The iterates quickly approach x* = 1.
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The quadratic approximation

1 3
_ / . /! _ _
xo==, f(xo)=-1, f'(x0) =4 x1=-.
2 4
1.25
/
/
@ 1 /’ e Function
= Vs
$.75 /! _
c / = == (Quadratic
e, \ ¢
505 [N 7
c 7/
-} P € Starting point
"0.25 s
0. ---" _/ B Quadratic minimum
0.25 0.5 0.75 « 1 1.25 1.5

Newton minimizes the local quadratic, then rebuilds it at the

new point.
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Newton as a root-finding method

f(xi) + £ (i) (21 — xx) = 0.

3
Cd
- -~

)] 2 P - Derivative
- P
© 1 -~
> P
()] P = = Tangent
>
z 0 _
g -
c -1 o
Q — € Starting point
()] PRy

-2 P

_3 B Tangentzero

0.25 0.5 0.75 1 1.25 1.5

X

We use the zero of the tangent line to the derivative to
estimate a stationary point.
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Quadratic convergence in the example

Let ¢, = xp — x* = x; — 1. Then

Ck+1 = 2xk — xi —1
— —(xk — 1)2 — —8%.
| = lex|”.

For example, an error of 10~2 becomes 10~%, then 1078,
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Local quadratic convergence

Suppose f has three continuous derivatives near x* and

f’(x*) -0, f"(x) > 1 >0, |f///(x)‘ < M.

For a sufficiently close starting point, Newton satisfies

.M

< Zﬂ‘xk — x*|%.

| Xgr1 — X7
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Analysis: Taylor's theorem

Let ex = x; — x*. Apply Taylor's theorem to f’ at xy, using

f(x*) = 0.

0= f'(x) — F"(x)ex + 5 " (E)eR

Here ¢ lies between x; and x*. Divide by f”(x;) > 0 and
rearrange:

f'(xx) f(Ck) -

= €

)~ 2f () *
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Analysis: the Newton update

Substitute the preceding identity into the error after one
Newton step:

f'(xg)

R LIEN

_ TG o
21" ()
The linear error cancels. Now use |f"'(&;)| < M and
f"(xx) > u to bound the coefficient.
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Why the starting point must be close

M M
ekl < 5-ler? = Cle?, €

2y T

Let the bounds hold for |x — x*| < r. Choose the starting
point so that

1
leg| <, Cleg| < >

1
ery1] < Cleg]? < 5 lexl:

The iterates stay in the interval and converge to x*. The
squared-error bound gives quadratic convergence.
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The starting point matters

f(x) =x—logx —1, x > 0.

Xo=3, x=2(3)-3%=-3.

The new point lies outside the domain, even though the
function is strictly convex.

The local quadratic approximation can propose a step that is
too large.
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Damped Newton's method

Damping controls the step length in unconstrained
optimization.

f(x)

Full Newton steps (ax = 1) can fail to converge. Damping
shortens steps when the local approximation is
inaccurate.

Backtracking chooses aj for sufficient decrease. A domain
check ensures that f can be evaluated.
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A descent direction

If f7(x;) > 0and f'(x¢) # 0, then

[ (x0)]?
£ (%)

< 0.

f,(xk)Pk =

fle +apr) = fxx) +af (xe) pre +o(a).

Every sufficiently small positive a gives a decrease.
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Backtracking

Wetrya =1,1/2,1/4,... until the trial point is in the
domain and

Flre+ap) < F(w) + gaf ()pe

The right side is below f(x;) when py is a descent
direction.

We accept the first trial that passes this sufficient-decrease
test.
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Backtracking in the example

X0 =3, Po= —6, Xgial = Xo+apg =23 — 6ba.

e._\
o P
SIS,

e Function € Starting point

Sunctign valu
. o )

N . ~

a o on P

B Shorter step @ Minimum

o

0 0.5 1 1.5 X 2 2.5 3 3.5

o« = 1 gives —3, and a« = 1/2 gives 0. Both trials are outside
x > 0: reject.

With « = 1/4, the test passes: x; = 3/2.
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Several variables: Taylor approximation

For x, h € R", the second-order approximation is

Flxic+h) = Flx) + VF(x) o+ S hT2 ()b

V?f(x;) is the Hessian, the matrix of second partial
derivatives.

A positive definite Hessian makes this quadratic strictly
convex.
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Newton's multivariate update

Let Hy = V?f(x;) and ¢ = V f(xy). If Hy is invertible,

Hipe = -8 = pe=—H; s

Xk+1 = Xk — “k[vzf(xk)]_lvf(xk)-

In computation, solve Hypy, = —gx. Positive definiteness
guarantees descent for g, # 0.

Intro to Optimization 22



A Newton step in two variables

floy) =2(x=1)* + (x -1 (y+1) + (y +1)*

xoz@, goZ@’ HO:GL ;)

—1
Hopo=—80 =— po= (_2) :

For the full Newton step, ap = 1:

a=ntro-(2)+ ()= ().
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Newton and gradient descent

Same starting point (2,1). Gradient descent uses 7 = 1/5.

Level 8

e=fll= Newton

=@ =Gradient descent
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Convergence and computational cost

Near a minimizer with positive curvature, Newton can
converge quadratically.

In several variables, each step requires second
derivatives and a linear-system solve.

Gradient descent has cheaper steps. Newton can need far
fewer steps when curvature information is affordable.
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Reading and next lecture

Chong, Lu, and Zak, An Introduction to Optimization,
fifth edition.

Sections 9.1-9.2: Newton's method and its analysis.

Review Section 5.6 for Taylor expansions. Section 7.5 gives
the root-finding viewpoint.

Lecture 11: Diagnostic Midterm 2 solutions.
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Conceptual questions

1. Why can Newton's direction be a descent direction
while the full step is unsafe? How does backtracking

help?

2. Why does Newton solve a positive definite quadratic
in one step, while its fast-convergence guarantee for a
general function requires a nearby starting point?
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