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An average of many losses

We want to minimize an average of N differentiable
losses:

1 N 1 N
fO) = g LA, f0) =5 LA

Full gradient descent evaluates all N derivatives for each
step.

SGD uses a random sample to estimate the derivative.
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The SGD update

At step k, draw i, uniformly from {1,..., N},
independently of earlier samples.

Sk = ﬁ"k(xk)f Xk+1 = Xk — Hk8k-

xo is fixed. Each step size 1, > 0 is chosen before drawing
the new sample.

The iterates are random because the sampled indices are
random.
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An unbiased derivative

[E; means expectation over the new sample, with all
earlier samples fixed. In particular, x; is fixed.

| N
1 (Sk] = N ; f(xg).

This is unbiasedness. The average direction is correct.

[E averages over all samples, including the earlier ones.
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The two-loss example

(x4 1)2.

I\JIF—‘

(x=1)%  falx) =

I\Jli—‘

fi(x) =

_h@) +flx) 2 +1 -
fx) =24 22 =5 x* = 0.

1  with probability 1/2,
8k = Xk — Sk Sk = : 1
—1 with probability 1/2.

The signs s, s1, . . . are independent.
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A sample can move uphill

e e |oss1
e o =|0ss2

e— A\VErage

Function value

¢ Average minimum

B SGD outcomes

At the minimum of the average loss, the individual
derivatives are still nonzero.
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Noise in the derivative

Sk — f(xk) = —sx.

B [8k] = Xk B9k — xp)*] = 1.

As xj approaches 0, the full derivative shrinks, while the
sampling variance stays equal to 1.

This noise explains why a fixed step may keep moving near
the minimum.
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Variance and second moment

Assume the estimator is unbiased and its conditional
variance is bounded:

Exlge]l = f(xk),  Exl(ge — f'(xx))?] < o>

Exlse] = [f (x)]* + Ex[(gx — f(xx))?].

Variance measures noise. The second moment also includes
the true derivative.
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Mini-batches

Draw b independent samples with replacement at the
same point xj, and average their derivatives:

2
Edfel] = f/(),  Exl(e” — f/(x) < 5

Larger batches reduce noise, but cost b derivative evaluations
per step.
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Squared error in the example

Xir1 = (1 —n)xx + 15k,

2
k41

Ex [X%H]

:(]

:(]

0<y <1

—17)°x; + 217(1 — ) xxsx + 775,

—n)*xg + 1.

3]

2
Xk+1

| = (1—n)°E[xg] + 7.
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A constant step leaves an error

Unrolling the recurrence gives, for k > 1,

B[] = (1 -+ 51 (1- (1 -n¥).

U _ 7
klgglolE[xk] Ty lim B[f(x )_f(o)]_z(z—q)'

This positive limiting error is called a noise floor. A smaller
step lowers it.
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Two constant step sizes

xo = 1, n = 0.5 or 0.1.

[EEY
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A smaller step reduces the long-run error, but forgets the
initial point more slowly.

o
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A decreasing step size

1 X B k v, - Sk
e = k11 ML 1R k1

1 k—1
xk:%Zs]- (kZl)
j=0

1 1

Elxx] =0, E[xg] = i’ E[f(xx) — f(0)] = o7

These are exact identities for this quadratic example.
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Constant and decreasing steps

Constant SGD and full GD: 7 = 1/5, xo = 1.
Decreasing SGD: 17, = 1/(k+1).
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Decreasing steps average away the noise in this example. Full
gradient descent uses the exact derivative.
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Convex functions: assumptions

Now let f be any differentiable convex function with an
unconstrained minimizer x*.

Xe1 =Xk — 18k 47 >0,  Eglgk] = f(xk).

kgl <G5 Jxo—x*| < D.

The second-moment bound is an assumption along the
iterates. Smoothness is not required for this proof.
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The squared-distance identity

(g1 — x5)% = (xx — x* — 1gk)°

= (xp — x*)2 —2n g (xp — x™) + ﬂzg,%.

Rearranging the cross term gives:

(xp — %)% = (xpp1 — x%)?
21

/

Sk (xp —x*) =
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Expected progress for convex f

Convexity gives f(xr) — f(x*) < f/(xr) (xp — x¥).

fxe) — f(x7) < Eglgr(xg — x7)]

21

Now take expectation over the earlier samples as well.
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Summing over the iterations

K—1 o o 2
k;)IE[f(xk) — f7)] < %o — ) 215[(XK ) K”zc
D2 KUGZ
< E —+ >

The squared distances telescope. Dividing by K gives:

K—-1 2 2
¢ L ELFG) — £ < o+ 10

k=0

Intro to Optimization 18



The averaged iterate

1 K—1

XK = = X
K k=0

Convexity implies that the value at the average is no larger
than the average of the values:
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Choosing the step size

) ) DZ WG2
E[f(xk) — f(x¥)] < K 5
—~— —~

initial distance  Stochastic term

For a planned number K of steps and D, G > 0, balance the
terms:

D ] DG
N E[f(xx) — f(x )]Sﬁ'

This step is constant during the run; it depends on the planned
horizon K.
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Several variables

Xk+1 = Xk — 18k, B l8x] = V f(xx).

*HZ

|21 — 7% = [l — x"[|* — 2178 (e — x7)

+ 1718 l>

With Ei||gx||? < G? and ||xg — x*|| < D, the same convex
proof gives

) ) D2 17G2
E[f(xx) — f(x7)] < 217—K+T'

Intro to Optimization 21



Nonconvex functions: assumptions

Now assume f is L-smooth, with L > 0, and bounded
below by fiow- Convexity is not assumed.

Exlg] = f'(xi),  Bil(gk — f'(x))?] < 0.

1

Xk+1 = Xk — N &ks O<77§Z

The goal is a small derivative, as in Lecture 7.
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Smoothness in expectation

2
Flrien) < Flx) —nf (v)ge+ gk

The last term is the contribution of sampling noise. It
vanishes for an exact derivative.
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A small expected squared derivative

Let A = f(xg) — fiow- Sum the previous bound over K steps:

K—1 242
Ty B[ ()] <o+ 00
k=0
Orgr;cigKIEHf’(xk)]z} < i—i + Lo,

Choosing # = 1/(L+/K) gives an upper bound
(2LA + ¢?) /+/K. This measures stationarity.
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Vectors and constraints

For unconstrained x € R”, the nonconvex proof replaces

[f (i) )2 by IV f (xie) 1%

For a nonempty closed convex feasible set C, project each
stochastic step:

Y = He(xe —ngk),  e(z) =27 < [z =27 (x" € C).

The convex averaged-iterate proof still works. At a boundary
optimum, the ordinary gradient may be nonzero.
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Reading

Chong, Lu, and Zak, An Introduction to Optimization,
fifth edition.

Section 27.1: Stochastic Gradient Descent Algorithm.

Use these slides for the variance calculations, the
averaged-iterate proof, and the nonconvex convergence
bound.

Review Lecture 7 for the squared-distance identity and the
smoothness inequality.

Intro to Optimization 26



Conceptual questions

1. Can the expected iterate approach the minimizer
while the expected objective gap stays positive?
Explain using the two-loss example.

2. How do a smaller step size and a larger mini-batch
atfect noise, progress, and the cost of an iteration?
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